
Benefits @Glance

The PEAK:AIO answer

Parallel file system power with NFS simplicity. Clients read 
directly from the correct data node using standard Linux 
NFS, so you start on one node and grow to many with the 
same client and tools. Built on open standards, including 
pNFS Flex Files, RDMA, NVMe and CXL, so you can scale 
without legacy parallel file systems or proprietary stacks.

Why it matters

• Parallel performance, NFS simple
• Scale without changing clients or workflows
• Open on server and client, no vendor lock in
• Works with your preferred hardware, existing or 

new
• Keeps GPUs busy with steady small read latency
• Quick to deploy with clear setup notes

Proof you can check

Independent laboratory validation, from small to mass scale, 
to be published.  Register at 
https://www.peakaio.com/contact/ to be kept up to date.

Built with real users, in 
collaboration with Los Alamos 
National Laboratory and 
Carnegie Mellon University.

• Open client and server, no 
vendor lock in

• One node to thousands, one 
PB to exabytes

• Standards based parallel file 
system with NFS simplicity

• Unify existing silos and new 
installs, from NFS to Tier 0

• Simple to deploy and grow, 
no complex administration 
required

Radical simplicity: 

• Install in hours, mount and 
go

• No complex cluster skills 
required

Your hardware, your choice: 

• Works with leading vendors, 
hardware agnostic

• Start with your preferred 
servers and drives

• Scale in repeatable blocks 
when you are ready

“AI has HPC-scale demands with different I/O. Standards based, 
open pNFS provides the flexible base the community needs. PEAK 
Open pNFS is a key step.” Gary Grider, HPC Division Leader, Los 
Alamos National Laboratory

Outperforms 
competitors in AI 
workloads with one 
tenth of the 
infrastructure

The first fully Open pNFS platform for AI and HPC.

Single node to super cluster.  Linearly scalable data acceleration.

AI and HPC teams 
need fast, 

predictable reads 
at scale

Many platforms 
force proprietary 
clients or closed 

stacks

Adds cost and 
complexity when 
data estates grow 

from pilot to 
production

The challenges

https://www.peakaio.com/contact/


Performance highlights

• Parallel throughput that scales cleanly
Aggregate read rises with each data server added.

• Small read latency stays steady under load
99th percentile shown for growing client counts.

• One tenth of the hardware for AI
Like for like AI tests show leading results with 
about one tenth of the kit. Full test notes and
settings available.

Architecture @glance

Parallel performance with NFS 
simplicity.

• Client: standard Linux NFS with 
pNFS Flex Files

• Control path: light metadata path 
for LOOKUP, GETATTR and READDIR

• Data path: client reads directly 
from the correct data server, RDMA 
or TCP

• Data servers: NVMe, layout aware, 
steady small read latency

• Standards: pNFS Flex Files, RDMA, 
NVMe, CXL ready

• Open on server and client, no 
vendor lock in

About PEAK:AIO

PEAK:AIO delivers cutting-edge AI-driven data solutions tailored to high-performance environments. 
From life sciences to AI-driven research, PEAK:AIO accelerates innovation with unparalleled speed, 
scalability, and reliability.  For more information, visit https://peakaio.com

Why this matters for AI and HPC

Your team gets a standard Linux client with pNFS Flex Files over 
RDMA, not a proprietary client. Results are reproducible, with 
clear mounts, settings and logs. Storage stays centralized, simple 
to run and easy to scale. The outcome is predictable throughput, 
steady small-read latency, and higher GPU utilization without 
shifting risk to host-local “tier 0” storage.

• Start with one node, grow to 
thousands on the same design.

• Standard NFS clients. No lock in.
• Centralised operations kept 

simple.
• Reproducible method with 

mounts, settings and logs.
• RDMA today, CXL ready when you 

are.
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